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Abstract 
This paper is a work in progress and centres on the introduction of Deep Neural Networks (DNNs) in the robust evaluation of speech 

synthesis systems. We obtained implicit feedback on users’ opinion regarding their preference to speech synthesis systems as a means 

for obtaining standardized predictions of the system. An intelligent training and classification framework using DNN was proposed to 

improve the assessment of speech features obtained via listening tests of synthesized voices for an under-resourced language. The 

evaluation measures considered include naturalness, intelligibility, comprehensibility, tone correctness, vowel correctness and 

consonant correctness. The proposed model was experimented on varying number of DNN layers, to evaluate the listeners’ ratings and 

also predict the overall speech quality. Results obtained showed that the evaluation performance improved as the number of layers 

increased, and suggest that acoustic features can be explored to effectively predict users’ preference to the speech quality of speech 

synthesis systems. To improve the reliability of our approach, an investigation into the embedded classification effects of the various 

speech quality measures on the model’s effectiveness and how they correlate with users’ experience is necessary. Furthermore, a study 

of the mappings and patterns presented by expert knowledge for efficient knowledge synthesis and discovery is expected in an 

extended paper, to advance the research on speech quality assessment.  
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1. Introduction 

The human speech production system is believed to have 

layers of interacting hierarchical structures that contribute 

to transforming information from linguistic level to the 

acoustic level (Baker, Deng, Glass, Khudanpur, Lee, 

Morgan and O’Shaughnessy, 2009; Deng, 2003). Inspired 

by this structure, this paper introduces a deep network 

framework for modelling essential speech parameters for 

speech synthesis evaluation. Speech synthesis has 

remained a challenging task due to the high variability in 

speech signals, often caused by speakers’ dissimilar 

accents, dialects, or pronunciations; and communication 

in different styles, at different rates, and in variable 

emotional states. Moreso, the presence of environmental 

factors such as noise, reverberation, microphone type and 

recording devices are most likely to introduce further 

variability (Ekpenyong and Obot, 2014). Recently, Deep 

Neural Networks (DNNs) have offered great 

improvements in both quality and accuracy of 

synthesized speech (Zen, Senior and Schuster, 2013). 

DNN trainings have shown to converge faster, thus 

outperforming other approaches such as the Gaussian 

Mixture Models (GMMs) and Hidden Markov Models 

(HMMs) – especially when their initial parameter values 

are pre-trained instead of being randomly initialized 

(Erhan, Bengio, Courville, Manzagol, Vincent and 

Bengio, 2010). Pre-training methods use unsupervised 

techniques such as stacked Restricted Boltzmann 

Machines (RBMs) and autoencoders (AEs) (Hinton and 

Salakhutdinov, 2006; Vincent, Larochelle, Lajoie, Bengio 

and Manzagol, 2010). 

 

1.1.  DNNs 
DNN is a neural network or multilayer perceptron with 

three or more hidden layers whose weights are fully 

connected and initialized using either a supervised or 

unsupervised pre-training approach (Deng and Dong, 

2014). A DNN is able to represent high dimensional and 

correlated features efficiently and can compactly model 

highly complex mapping functions, which contributes to 

improving generalization, as weights are trained from all 

the training data. The training can however be optimized 

by back-propagating derivatives of the mean square error 

(MSE) cost functions that measure the discrepancy 

between the target and actual outputs. Zen, Senior and 

Schuster (2013) however argued that this approach may 

require large computations than building decision trees, 

since at prediction stage DNNs require matrix 

multiplication at each layer, compared to decision trees 

which only require traversing trees from the root to 

terminal nodes using a subset of their input features. 

Hence, the restricted Boltzman machine (RBM) pre-

training has been recently explored to minimize this 

bottleneck to achieve a fast initial reduction in training 

error (Ratio et al., 2014).  Optimizing DNN training can 

be achieved using the following steps (Bengio, 2009; 

Hinton and Salakhutdinov, 2006):  

(i) pre-training each layer, exclusively, using a 

greedy algorithm  

(ii) applying unsupervised learning at every layer in 

a way that preserves information from the input 

and disentangling any factor of variation 

(iii) fine-tuning the entire network, subject to the 

ultimate criterion of interest 

 

DNN simulates human speech production as a layered 

hierarchical structure that transforms linguistic texts into 

speech utterances. The neural network (NN) is trained to 

map the input phonetic transcriptions of the training text 

into sequences of acoustic feature vectors, to yield 

predefined speech waveforms when processed by a signal 

generation module. However, the training data may 

correspond to written transcription of speech carried in a 
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predefined speech waveform.  Before the training, a text 

of utterances may be transcribed phonetically with 

sequences of phonetic-context descriptors, each 

containing a set of phonetic speech units, indicating 

contexts of the respective speech units and their 

durations.  The trained NN may then map the sequence of 

phonetic-context descriptors to predicted feature vectors, 

which are finally translated into synthesized speech by 

the signal generation module. Although the popular 

statistical parametric speech synthesis also known as 

HMM-based speech synthesis has tremendously 

improved the flexibility to modify voice characteristics, 

has small footprint, and increased robustness; its major 

limitation is the quality of synthesized speech (Zen, 

Senior and Schuster, 2013). Factors responsible for the 

degraded quality of synthetic speech have also been 

identified in Zen, Senior and Schuster (2013) to include 

poor voice coding (vocoding), poor accuracy of acoustic 

models and over-smoothing. Hence, DNN-based speech 

synthesis will go a long way to overcome these 

limitations given its high accuracy level and intelligent 

prediction models. 

 

1.2.  Speech Quality and Evaluation 
Speech processing is multidimensional and its quality is 

very difficult to evaluate (Jekosh, 1993; Mariniak, 1993). 

While most evaluation tests focus on the overall speech 

quality, it is however unattainable, to say which test 

method provides the correct data. The evaluation can also 

be conducted at several levels such as phoneme, word or 

sentence level, depending on what kind of information is 

required. Speech quality evaluation methods usually test 

different properties, and for good results, more than one 

method is recommended. Also, an assessment of the test 

methods themselves is as vital to validate the evaluation 

methods. In a text-to-speech system, the acoustic 

characteristics, text pre-processing and linguistic 

realization, contribute to determining the final speech 

quality.  

Synthesized speech may be evaluated with regards to 

the following measures: intelligibility, naturalness, and 

appropriateness for used application (Klatt, 1987; 

Mariniak, 1993). Most applications discriminate these 

measures based on the target users. For instance, in 

reading systems for the blind, intelligibility with high 

speech rate is often the most preferred measure than 

naturalness. Conversely, prosodic features and 

naturalness are essential for multimedia applications or 

electronic mail readers. The evaluation procedure is 

usually done by subjective listening tests with response to 

a set of syllables, words, sentences, or with other 

questions. The test material is mainly focused on 

consonants, because they are more problematic to 

synthesize than vowels. Most problematic are the 

nasalized consonants such as, /m/, /n/, /ng/ (Carlson, 

Granström and Nord, 1990). Goldstein (1995) has 

observed that in low bandwidth systems such as 

telephone transmission, consonants with high frequency 

components such as, /f/, /th/, /s/, may sound very 

annoying. Other consonants, e.g. /d/, /g/, /k/, and 

consonant combinations, /dr/, /gl/, /gr/, /pr, and, spl/, 

appear highly intelligible with natural speech, but very 

problematic when synthesized. In this paper, we 

introduce tones, vowels and consonants correctness as 

additional measures of quality, in addition to the well 

known ones. The reason for the inclusion is to enable the 

investigation of the level of defect these measures have 

on the overall speech quality and proffer ways of 

minimizing such defects.  

A number of studies have revealed that the 

intelligibility of speech spoken/recorded on purpose is 

higher than speech spoken during a normal conversation. 

Also, significant changes in their acoustic features have 

been found in previous studies (Amano-Kusumoto, 

2010). However, not much research has gone into the 

cause of increased speech intelligibility and the 

relationship between intelligibility and acoustic features. 

The most reliable methods of speech synthesis evaluation 

rely on the perceptual performance measurements of 

human listeners (often referred to as “subjective” tests for 

naturalness and intelligibility). While naturalness 

represents the degree of how close a speech is to that of a 

human speaker; intelligibility is measured as the 

percentage of sentences correctly recognized by a 

listener. Today, there has arisen very strong demand for 

“objective” evaluation of text-to-speech systems. This 

demand is mostly driven by a desire to discern the speech 

quality of speech synthesis, or other speech technology 

systems without employing a significant amount of 

human listeners. 

Precise and reliable assessment of speech quality is 

becoming vital, to meet with users’ satisfaction of the 

deployed speech processing system. Individual users have 

varying internal standards of what constitutes “excellent” 

or “poor” speech quality, which results in wide variability 

in rating scores among listeners. Several methods for 

evaluating synthetic speech have evolved over the last 

decades. The most commonly used methods for 

evaluating intelligibility include: Segmental Evaluation 

Methods (where the Diagnostic and Modified Rhyme 

Tests are the most famous – Goldstein, 1995; Logan, 

Greene and Pisoni, 1989); Sentence Level Tests (where 

the Haskins Sentences and Semantically Unpredictable 

Sentences (SUS) are the notable ones – Posini and 

Hunnicutt., 1980; Allen, Hunnicutt and Klatt, 1987); and 

Comprehension Tests (Benstein and Pisoni, 1980; Duffy 

and Pisoni, 1992). To evaluate the overall speech quality, 

the following methods are often used: Mean Opinion 

Score (MOS) (Goldstein, 1995); Categorical Estimation 

(CE) (Kraft and Portele, 1995); Pair Comparison (PC) 

(Kraft and Portele, 1995); and, Magnitude and Ratio 

Estimation (Pavlovic, Rossi and Espesser, 1990). 

2. Our Approach 

We exploit the Deep Neural Network (DNN) as an 

intelligent tool for the robust evaluation of speech 

synthesis systems. Data for the training were measures 

obtained from listening experiments and the objective 

scrutiny of various listening tests. The evaluation 

measures or criteria considered in this paper include 

naturalness, intelligibility, comprehensibility, tone 

correctness, vowel correctness and consonant 

correctness. To extract training data for tone, vowel and 

consonant correctness, we compared the tones, vowels 
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and consonants, perceived by the listeners, to the list of 

correct utterances. Our DNN framework is adaptable and 

can be modified to evaluate other synthesis systems 

provided data is available for training the system.  

 

DNN work flow 

The work flow for the system development process has 

seven primary steps: data collection and pre-processing, 

network creation, network configuration, weights and 

biases initialization, network training, network analysis 

(post-training analysis) and network usage. The first step 

is succinctly discussed in the following section because it 

is critical to the success of the design process.  

 

Data collection 

The data collection methodology is conceptualized in 

Figure 1. After a HMM-based synthesis experiment, the 

data collection spanned two stages. First, a listening test 

was performed on a set of synthesized voices. Second, 

domain experts’ assessments were used for validating 

listeners’ responses. Speech quality measures considered 

in the experiment were naturalness, intelligibility, 

comprehensibility, tone correctness, vowel correctness 

and consonant correctness. The mean opinion score 

(MOS) test was used to determine the naturalness of the 

synthesized voices, while the Modified Rhyme Test 

(MRT) was the method for evaluating intelligibility of the 

voices, both of which were in the range (1-5). In order to 

extract results for tone, vowel and consonant correctness, 

the MRT results were extrapolated through a comparison 

of the listeners’ responses with a list of correct utterances. 

The resultant values are elements of the set {0,1}, 

corresponding to true (correct) or false (wrong). 

Semantically Unpredictable Sentences (SUSs) – i.e., 

sentences that are syntactically correct, but semantically 

anomalous, were used to rank the comprehensibility of 

the synthetic voices in the range (1-4). To achieve this, 

listeners were made to comprehend a set of SUSs – by 

listening to the sentences (at least three times), before 

typing what they’ve heard. Although SUSs seals the 

listeners from contextual cues that contribute to perceived 

intelligibility, it however maintains a reliable evaluation 

that keeps test results undistorted. 
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Figure 1. Data collection methodology 

The coding of the dataset attributes for the 

experiment is as summarized in Table 1. The results 

obtained for naturalness, intelligibility and 

comprehensibility were further transformed to yield 

results in the range (0-1) before DNN processing. Our 

dataset comprised 563 data points, out of which, 393 

(70%) records was randomly selected for training the 

DNN; while 15% (85) each was selected as checking and 

validation datasets. A section of the sample dataset is 

shown in Table 2. 

3. The System Model 

Figure 2 shows an architecture of the proposed DNN, 

with L layers (L>3). Each layer has connection weights, a 

bias vector (bL), and an output vector (OL). The number 

of neurons in each layer is denoted by m, where, m
1
, 

m
2
,…, m

L
, are the number of neurons in Hidden Layers 1, 

2, …, L, respectively.  The input to the system, xi are the 

various criteria for evaluation. In this paper, we have 

identified the following factors: naturalness, 

intelligibility, comprehensibility, tone correctness, vowel 

correctness and consonant correctness, for use in the 

prototype evaluation. In each of the layers, the input 

vector elements enter the DNN through weights, ( L
nmi

w
,

), 

which represents the weight of the link between the ith 

input neuron and the nth neuron of the Lth hidden layer. 

The matrix of weights (W) for each layer is obtained as: 
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The inputs to each layer of the DNN are denoted as, a, 

with a
1
, a

2
,…,  a

L
, representing inputs to layers 1, 2, …, 

L, respectively. Therefore the inputs to the DNN are as 

follows: 

a
1
= ∑

=

n

i 1
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)b +x(wf 11

  

a
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= ∑
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  … 

a
L
= ∑

=

n

i 1

L

m

1-L

mL,

L )b +a(wf LL  

 

where, i=1,2…,n are the number of input variables 

(length of the input vector),  m, is the number of neurons 

in Lth layer (L>3), while f 
L
, is the transfer function of the 

Lth Layer.  The output of a proceeding layer is the input 

of the immediate succeeding layer. 
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Table 1. Input parameter description and coding 
S/No. Input Parameter Modality Code 

1. Naturalness Mean Opinion Score 5-Excellent, 4-V. good, 3-Good, 2-Fair, 1-Poor 

2. Intelligibility Modified Rhyme Test 5-Excellent, 4-V. good, 3-Good, 2-Fair, 1-Poor 

3. Tone Correctness Comparison 1-Correct, 2-Wrong 

4. Vowel Correctness Comparison 1-Correct, 2-Wrong 

5. Consonant Correctness Comparison 1-Correct, 2-Wrong 

6. Comprehensibility SUS 4-High, 3-Medium, 2-Low, 1-No comprehension 

7. Voice quality DNN 1-Very high, 2-High, 3-Medium, 4-Low, 5-V.low 
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Figure 2. System architecture of the proposed DNN 

 

3.1. Training Algorithm 
Training DNNs may be implemented in one of the 

following modes: incremental and batch. In incremental 

mode, the gradient is computed and the weights are 

updated after each input is applied to the network. In 

batch mode, all the inputs in the training set are applied to 

the network before the weights are updated. For most 

problems, when using the MatLab Neural Network 

Toolbox™ software, batch training is significantly faster 

and produces smaller errors than incremental training. 

The training algorithm used in this paper is Levenberg-

Marquardt algorithm (trainlm) – the fastest training 

algorithm that performs better on function fitting 

(nonlinear regression) problems. The network transfer 

function used is the Log-sigmoid transfer function. This 

transfer function is commonly used in the hidden layers 

of multilayer networks, in part because it is differentiable.  

4. Results and Discussion 

In Table 2, a section of input and target values of the 

various speech quality evaluation measures used for the 

DNN training, validation and testing is presented.  

 

The input values for naturalness, intelligibility and 

comprehensibility were probabilistically scaled by 

domain experts, using established reference scales 

proposed in (Barnett and Knight, 1995; Barnett, 1999). 

The use of domain expert data was to guarantee, 

(i) the translation of data into compact intermediate 

representations that would enhance the 

establishment of relationships between the input 

texts and their acoustic realizations;  

(ii) the visualization of the joint distribution 

between the tonal syllables and the acoustic 

features;  

(iii) a more dependable data-dependent regularizer 

which effect on generalization error does not 

diminish with more data, even when the dataset 

becomes vast that training cases do not repeat;  

(iv) the standardization of the NN and integration of 

knowledge into the network.  

 

A summary of the network performance analysis 

obtained from training, testing and validation of a 3-layer, 

5-layer and 10-layer DNN evaluation system, pulled from 

Figures 2 and 3, is presented in Table 3. 

 

Table 2. Input and target values of the various evaluation measures  

Input Output 

Natural Intell Comp Tone Vowel Cons Quality 

0.9872 0.8697 0.8414 1.00 1.00 1.00 0.8492 

0.4289 0.6958 0.4663 1.00 1.00 1.00 0.6065 

0.6819 0.9098 0.7766 0.00 1.00 1.00 0.8260 

0.5409 0.4606 0.6756 1.00 1.00 1.00 0.7877 

0.6309 0.8282 0.8313 0.00 1.00 1.00 0.7858 

0.6386 0.6761 0.7884 1.00 1.00 1.00 0.9058 

0.3219 0.5342 0.7550 0.00 1.00 1.00 0.6163 

0.6417 0.7035 0.5556 1.00 0.00 1.00 0.7688 

0.5860 0.5690 0.7670 1.00 1.00 1.00 0.7764 

0.6931 0.6443 0.7121 1.00 1.00 0.00 0.7751 

�
      

Input Output 

Natural Intell Comp Tone Vowel Cons Quality 

0.5242 0.5791 0.4281 1.00 1.00 1.00 0.7619 

0.0915 0.4733 0.3063 1.00 1.00 1.00 0.7378 

0.5395 0.4854 0.5193 0.00 1.00 1.00 0.6820 

0.6858 0.4870 0.4729 0.00 1.00 1.00 0.7320 

0.5155 0.5040 0.7673 1.00 1.00 1.00 0.7657 

0.5590 0.6950 0.4664 1.00 1.00 1.00 0.8733 

0.3762 0.6942 0.4666 1.00 1.00 1.00 0.7216 

: : : : : : : 

0.6641 0.7156 0.7831 1.00 1.00 1.00 0.8602 

0.7262 0.5475 0.6144 1.00 1.00 1.00 0.7874 

�
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Table 3. DNN network performance analysis 
 

No. of 

Layer 

No. of 

iteration 

Ratio of training, testing, 

and validation data 

Best validation 

performance 

(MSE) 

Regression analysis Output 

Training Validation Test All 

3 17 70: 15:15 (or 14:3:3) 0.0358 0.9855 0.9719 0.9591 0.9797 5.0312 

5 24 70: 15:15 (or 14:3:3) 0.0320 0.9908 0.9805 0.9489 0.9840 5.0598 

10 31 70: 15:15 (or 14:3:3) 0.0104 0.9972 0.9931 0.9915 0.9956 4.9880 

 

Figure 3 (a) shows the overall system’s performance after 

training a 3-layer DNN. In Figure 3 (a), we observed that 

the validation and test curves are almost similar, and the 

training continued six more iterations before stopping.  

Figure 4(a) shows the regression plots representing 

training, validation, test, and all data, for a 3-layer DNN. 

The R value is an indication of the linear relationship 

between the outputs and the targets. 

 

   
(a) 3 layers          (b)  5 layers           (c)  10 layers 

 

Figure 3. Network performance plots after DNN training 

 

Generally, in Figure 4, there appears to be a linear 

relationship between the outputs and targets, and the 

training data indicate a good fit. The validation and test 

results also shows R values that are greater than 0.9. To 

improve on the current results, a re-training of the 

network was carried out on 5-layer and 10-layer DNNs. 

The performance plots after training, and regression plots 

of these layers, are shown in Figures 3 (b) and 3 (c), and 

Figures 4 (b) and 4 (c), respectively. 

 
(a) 3 layers           (b)  5 layers            (c)  10 layers 

 

Figure 4. Regression plots after DNN training 

 

A careful look at the Figures reveals that the performance 

of the system improved as the number of layer increased. 

That is, the 10-layer DNN yielded the best performance 

(see details in Table 3), with the lowest mean square error 

(MSE) of 0.0104, properly aligned test and validation 

plots, and perfectly correlated training, test and validation 

data (R=0.9972). A comprehensive presentation of the 

DNN performance results is expected in a future paper. 
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5. Conclusion and Future Works 

This paper has demonstrated the effectiveness of DNNs 
in the evaluation of speech synthesis systems. An 
experiment was conducted using a multilayered DNN 
framework on varying number of network layers. A 
hybrid-based system was employed for evaluating the 
speech quality parameters. In the work-flow process, 
HMM provided an optimal speech synthesis that enabled 
speech features adaptation, while DNN provided the 
acoustic modelling for significant enhancement of the 
speech evaluation parameters. The experiment utilized a 
collection of synthesized voices as input, subject to a 
listening test – to enable the evaluation of the overall 
speech quality using certain speech assessment criteria 
provided by domain-experts. Results obtained uncover a 
future of prospects for robust modelling of acoustic 
features.  

A future direction of this research is the introduction 
of an optimization tool to handle convergence and over-
fitting issues characterizing DNNs; and adaptability to 
varying language features. Although DNN-based systems 
can improve the speech quality measures for a given 
speech corpus, fine-tuning of the network for larger 
speech corpus remains a major issue. 
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